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Abstract—Large Language Models (LLMs) are becoming
increasingly important in cybersecurity applications, offering
capabilities such as threat detection, incident response, and
security intelligence analysis. However, fine-tuning LLMs on
sensitive cybersecurity data presents significant challenges related
to privacy, data security, and regulatory compliance. Traditional
centralized training methods expose organizations to risks includ-
ing data breaches, insider threats, and model inversion attacks.
This paper proposes a privacy-preserving federated fine-tuning
framework using DistilBERT across distributed cybersecurity
datasets, ensuring that sensitive data remains localized within
individual organizations while collaboratively improving model
performance. To further enhance data protection, differential
privacy mechanisms are integrated during model updates to
prevent information leakage, while anomaly detection techniques
strengthen robustness against adversarial threats such as model
poisoning and membership inference attacks. Experimental eval-
uations demonstrate that the proposed framework achieves 91%
accuracy at ¢ = 3.0, reduces membership inference attack success
rates to 18%, and maintains 75% accuracy even with 40%
poisoned clients, with only a 10% increase in communication
overhead. This work contributes toward building robust, scalable,
and trustworthy Al systems for cybersecurity, enabling organi-
zations to leverage the power of LLMs without compromising
data confidentiality or violating compliance standards.

Index Terms—Cybersecurity, Differential Privacy, Federated
Learning, Large Language Models, Machine Learning, Privacy-
Preserving, Threat Detection

I. INTRODUCTION

Large Language Models (LLMs) have emerged as transfor-
mative tools across a wide range of applications, including
natural language understanding, threat intelligence analysis,
and decision support [1]. In cybersecurity, LLMs offer signif-
icant promise in automating threat detection, analyzing attack
patterns, and enhancing incident response processes. By fine-
tuning LLMs on cybersecurity-specific datasets, organizations
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can develop highly specialized models capable of understand-
ing complex cyber threats and generating actionable insights
[2]. However, this process raises critical concerns related to
data privacy, security, and regulatory compliance.

Centralized fine-tuning approaches typically require the
aggregation of sensitive data from multiple sources into a
single location, thereby exposing organizations to heightened
risks of data breaches, insider attacks, and model inversion
threats [3]. In the context of cybersecurity, where datasets often
contain confidential network logs, system vulnerabilities, and
threat intelligence, the consequences of data leakage can be
catastrophic [4].

To address these challenges, we propose a privacy-
preserving federated learning framework for the fine-tuning
of LLMs on distributed cybersecurity datasets. Our frame-
work ensures that raw data remains within the organizational
boundaries while enabling collaborative model updates. To
further enhance privacy guarantees, we integrate differential
privacy mechanisms during model training, providing formal
assurances that sensitive information cannot be inferred from
model parameters.

Additionally, we identify and address emerging security
threats specific to federated learning environments, such as
model poisoning and membership inference attacks. Through
experimental evaluations using realistic cybersecurity datasets,
we demonstrate the effectiveness of our framework in achiev-
ing a balance between model utility, privacy preservation,
and security robustness. In summary, this research aims to
advance the development of trustworthy and secure Al systems
for cybersecurity applications by enabling organizations to
leverage LLMs without compromising the confidentiality of
their sensitive data. The main contributions of this paper are
summarized as follows:



o A novel privacy-preserving federated fine-tuning frame-
work for Large Language Models (LLMs) in cyberse-
curity is proposed, enabling collaborative model training
without exposing raw sensitive data.

« Differential privacy mechanisms are integrated into the
local model update process to provide formal privacy
guarantees against membership inference and model in-
version attacks.

o Security threat mitigation strategies, including secure ag-
gregation and anomaly detection, are designed to enhance
robustness against adversarial attacks such as model
poisoning.

« Extensive experimental evaluations demonstrate that the
proposed framework achieves 91% accuracy under dif-
ferential privacy, reduces membership inference attack
success rates to 18%, and maintains 75% accuracy even
with 40% poisoned clients, while incurring only a 10%
communication overhead.

The remainder of this paper is organized as follows. Sec-
tion II reviews the related work on federated learning, privacy-
preserving machine learning, and LLM fine-tuning in cyber-
security. Section III formally defines the problem statement
and outlines the key motivations behind this research. Sec-
tion IV presents the proposed federated fine-tuning framework,
including the integration of differential privacy and security
threat mitigation strategies. Section V details the experimental
setup, including datasets, federated fine-tuning configuration,
and evaluation metrics. Section VI discusses the experimental
results, analyzing the trade-offs between model utility, privacy
preservation, communication overhead, and robustness against
adversarial attacks. Finally, Section VII concludes the paper
and outlines directions for future work.

II. RELATED WORK

Recent advancements in privacy-preserving fine-tuning of
Large Language Models (LLMs) have attracted considerable
attention in cybersecurity and broader AI applications. This
section reviews key contributions in the areas of privacy
attacks and defenses during fine-tuning, federated learning for
LLMs, privacy-preserving Al foundation models, and cyber
threat detection using lightweight LLM architectures.

Hao Du et al. [5] presented a comprehensive survey on
privacy risks during fine-tuning LLMs, highlighting vulner-
abilities such as membership inference, data extraction, and
backdoor attacks. They critically analyzed defense mecha-
nisms including differential privacy, federated learning, and
knowledge unlearning. Their work specifically emphasized
the influence of fine-tuning methods and pre-trained model
diversity on privacy vulnerabilities. However, their survey
primarily provided a broad theoretical exploration without
proposing specific frameworks for securing LLMs in applied
cybersecurity scenarios.

Mohamed Amine Ferrag et al. [6] introduced SecurityBERT,
a lightweight, privacy-preserving model for IoT/IIoT cyber
threat detection. They employed a novel Privacy-Preserving

Fixed-Length Encoding (PPFLE) technique to securely repre-
sent network traffic data before fine-tuning a compact BERT-
based model. Their model achieved high detection accuracy
(98.2%) on Edge-IloTset while maintaining a small memory
footprint, making it practical for resource-constrained devices.
Nevertheless, their work focused on centralized training set-
tings, and did not address federated learning architectures or
distributed privacy threats.

Jun Zhao [7] explored privacy-preserving fine-tuning of
Al foundation models by combining federated learning (FL),
differential privacy (DP), and parameter-efficient fine-tuning
(PEFT) techniques. They advocated for localized model adap-
tations, offsite tuning, and knowledge distillation to minimize
privacy risks during model updates. While offering a rich
vision of cross-domain applicability, their work remained
conceptual, lacking practical implementation or experimental
validation in cybersecurity contexts.

Yujun Cheng et al. [8] conducted a detailed survey on
federated learning integration with LLMs, discussing system
architectures, privacy and robustness challenges, and potential
defense strategies such as Secure Multi-Party Computation
(SMPC) and differential privacy. They classified research on
federated LLMs across pre-training, fine-tuning, and deploy-
ment stages. However, their analysis focused on generic FL-
LLM settings and did not specifically target sensitive cyber-
security datasets or adversarial attack resilience in federated
environments.

Georgios Feretzakis et al. [9] provided a narrative review
of privacy-preserving techniques in generative Al and LLMs,
covering methods such as DP, FL, homomorphic encryption,
and post-quantum cryptography. They highlighted the persis-
tent risk of model inversion and membership inference attacks
throughout the LLM lifecycle. While their study emphasized
regulatory compliance and ethical considerations, it remained
broad, without proposing concrete methodologies tailored to
secure fine-tuning of LLMs in cybersecurity domains.

In summary, while prior work has advanced privacy and
defense strategies for LLM fine-tuning and federated learning,
few address their intersection with differential privacy and
adversarial robustness in cybersecurity. This motivates our
secure, privacy-preserving federated fine-tuning framework for
LLMs in sensitive cybersecurity applications.

III. PROBLEM STATEMENT AND MOTIVATION

The adoption of Large Language Models (LLMs) in cy-
bersecurity applications introduces significant opportunities
for enhancing threat detection, incident response, and auto-
mated analysis [10]. However, fine-tuning LLMs typically
requires access to large volumes of sensitive cybersecurity
data, including network logs, vulnerability reports, and threat
intelligence feeds. Centralized fine-tuning approaches, where
data from multiple sources is aggregated in a single repository,
create critical vulnerabilities by exposing sensitive information
to potential breaches, insider threats, and regulatory non-
compliance [11].



Additionally, these privacy and compliance constraints, in-
cluding GDPR and sector-specific policies, drive the necessity
for distributed training approaches that preserve confidentiality
while enabling collaborative model improvements [12]. Thus,
there is a pressing need for fine-tuning methods that can lever-
age distributed, privacy-sensitive datasets without transferring
them.

While federated learning has emerged as a promising
paradigm to address data privacy concerns, existing federated
learning systems are susceptible to adversarial attacks, such
as model poisoning and membership inference [13]. More-
over, when applied to the fine-tuning of large-scale LLMs,
federated approaches must balance critical trade-offs among
model performance, privacy guarantees, and communication
overhead.

This research is motivated by the need to develop a secure
and privacy-preserving framework for federated fine-tuning of
LLMs specifically tailored to cybersecurity applications. By
integrating differential privacy mechanisms into the federated
training process and addressing federated-specific adversarial
threats, we aim to enable organizations to collaboratively
improve Al models without risking the confidentiality of
sensitive cybersecurity data.

IV. PROPOSED FRAMEWORK

In this section, we present our privacy-preserving federated
fine-tuning framework for Large Language Models (LLMs)
applied to cybersecurity datasets. The framework is designed
to enable multiple organizations to collaboratively fine-tune
an LLM without sharing raw sensitive data, while ensuring
privacy guarantees and robustness against adversarial threats.

A. Federated Fine-Tuning Process

The proposed system adopts a federated learning architec-
ture, where each participating organization (client) maintains
its own local cybersecurity dataset. The fine-tuning process
proceeds in communication rounds:

1) An initial global LLM model is distributed to all partic-

ipating clients.

2) Each client fine-tunes the model locally on its private
cybersecurity data.

3) Instead of sharing raw data, clients send encrypted
or differentially private model updates (gradients or
weights) to a central server.

4) The server aggregates the updates using secure aggrega-
tion techniques and updates the global model.

5) The updated model is redistributed to clients for the next
round.

The federated fine-tuning process can be mathematically
formalized as follows. At each communication round ¢, the
server aggregates model updates from N clients based on their
dataset sizes. The updated global model w**1) is computed
as:

(t+1) _ i (t+1) 1
w Z - w, (D)

=1

where wl(tﬂ) denotes the locally fine-tuned model of client

i, n; is the number of local samples for client ¢, and n =
N

> ;_1 n; represents the total number of data samples across

all clients.

B. Privacy Enhancement Using Differential Privacy

To provide formal privacy guarantees, we integrate dif-
ferential privacy mechanisms into the local model update
process. Specifically, each client applies noise to its model
updates before transmission, ensuring that individual data
points cannot be inferred from the shared information. This
protects against membership inference attacks and leakage of
sensitive threat intelligence.

To ensure privacy preservation, each client perturbs its local
model update by adding calibrated noise before transmission.
The privatized update g; is given by:

Gi = gi + N(0,021) 2)

where g; is the original gradient computed from the client’s
private dataset, and N'(0,02%I) is Gaussian noise with zero
mean and variance o2.

The overall training mechanism satisfies (e, ¢)-differential
privacy, defined as:

Pr[M(D) € S| < e PriM(D’) € S| +6 3)

where M is the randomized training mechanism, and D
and D’ are neighboring datasets differing by a single record.

C. Security Threat Mitigation

Federated learning environments are vulnerable to various
adversarial attacks. Our framework incorporates the following
mitigation strategies:

o Secure Aggregation: The server aggregates model updates

in a way that prevents it from learning individual updates.

o Anomaly Detection: Clients’ updates are analyzed for

signs of model poisoning or malicious behavior using
statistical validation methods.

o Client-Level Differential Privacy: Limits the influence of

any single client on the global model, reducing the impact
of compromised participants.

D. System Architecture Overview

The overall system architecture is designed to support
privacy-preserving federated fine-tuning of LLMs across mul-
tiple organizations without exchanging raw data. An overview
of the proposed system architecture is illustrated in Figure 1,
demonstrating the federated fine-tuning loop, local differential
privacy application, and secure aggregation process.

Each participating client maintains a local cybersecurity
dataset and executes the following process:

1) The central server initializes a pre-trained global model
and securely distributes it to all clients.

2) Each client locally fine-tunes the received model on
its private data using differentially private optimization,
applying noise as per Equation 2.
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Fig. 1. System architecture for privacy-preserving federated fine-tuning of
LLMs on distributed cybersecurity data

3) After local training, each client transmits a perturbed
model update to the server instead of raw gradients or
weights, thus preserving privacy.
4) The server aggregates the received model updates se-
curely using weighted averaging as defined in Equa-
tion 1.
5) The updated global model is redistributed to all clients
for the next round of federated fine-tuning.
Incorporating differential privacy into the local update pro-
cess ensures that even if the server or communication channel
is compromised, the privacy of the underlying data remains
formally protected according to (¢, ¢)-differential privacy guar-
antees (Equation 3).

Additionally, the server employs anomaly detection mech-
anisms during aggregation to mitigate the effects of potential
model poisoning attacks and to maintain robustness.

V. EXPERIMENTAL SETUP

This section describes the experimental environment for
evaluating the proposed framework, including datasets, feder-
ated learning setup, evaluation metrics, and baselines. Exper-
iments simulate realistic cybersecurity scenarios under strict
privacy and security constraints.

A. Datasets

To simulate realistic cybersecurity scenarios, we use pub-
licly available cybersecurity datasets, including:

o CICIDS2017 [14]: A dataset containing labeled network
traffic for intrusion detection.

« UNSW-NBI1S5 [15]: A modern cybersecurity dataset con-
taining network flows with normal and malicious traffic.

Each client in the federated learning setup is assigned a
subset of the dataset to simulate different organizations holding
private cybersecurity data.

B. Reproducibility Details

Experiments were conducted using an NVIDIA RTX 3080
GPU with 10GB VRAM. We used PyTorch 2.1 and Hugging
Face Transformers 4.41 for LLM handling, Opacus 1.4 for
differential privacy, and Flower 1.8 for federated orchestration.
We employed DistilBERT as the lightweight LLM (66M
parameters) due to its lower memory footprint and efficient
fine-tuning. Hyperparameters included a batch size of 32, 10
epochs, AdamW optimizer with a learning rate of 3 x 1075,
a DP noise multiplier of 1.1, and a clipping norm of 1.0,
ensuring consistent reproducibility and scalability for privacy-
preserving federated fine-tuning experiments.

C. Federated Fine-Tuning Setup

The base model used for fine-tuning is a pre-trained
lightweight LLM suitable for security-related text classifica-
tion tasks [16]. The federated fine-tuning process is simulated
using a server-client architecture with the following settings:

o Number of Clients: 5-10 simulated organizations.

o Communication Rounds: 100 rounds of model update and
aggregation.

« Differential Privacy: Applied at the client level using the
Differentially Private Stochastic Gradient Descent (DP-
SGD) mechanism.

 Privacy Budget (¢): Experiments conducted with varying
€ values (e.g., 1.0, 3.0, 5.0) to analyze the privacy-utility
tradeoff.

D. Evaluation Metrics

To comprehensively evaluate the effectiveness, privacy
preservation, and robustness of the proposed federated fine-
tuning framework, we adopt the following metrics:

e Model Accuracy (A): The classification accuracy is
measured as the proportion of correctly predicted samples
over the total test samples. Formally:

Number of Correct Predictions

= 4
A Total Number of Samples @

o Privacy Leakage (Membership Inference Attack Suc-
cess Rate): To quantify privacy risks, we simulate mem-
bership inference attacks against the trained global model.
The attack success rate Sya is measured as:

Number of Correct Membership Inferences
Total Inference Attempts

Smia =
)
A lower Sya indicates stronger privacy protection.
« Robustness Against Model Poisoning (Impact Devi-
ation): The framework’s robustness against malicious



client updates is evaluated by measuring the deviation
in model performance when a fraction of clients submit
poisoned updates. The relative performance degradation
AA is computed as:

Aclean

- -Apoisoned

Aclean

where Aciean is the accuracy without attacks and Apoisoned
is the accuracy under adversarial conditions.

o Communication Overhead (C): The total communica-
tion cost C is calculated as the cumulative size of model
updates transmitted during federated training rounds:

T N
c=Y"" Size(3") )

t=1 i=1

AA = 6)

where gﬁ“ denotes the differentially private model update

of client ¢ at round ¢, and T is the total number of
communication rounds.

E. Baseline Comparisons

To validate the effectiveness of our approach, we compare
against:

« Standard centralized fine-tuning without privacy enhance-

ments.

o Basic federated fine-tuning without differential privacy

integration.

Our evaluation demonstrates that the proposed framework
achieves a favorable balance between model performance,
privacy preservation, and security robustness, making it highly
suitable for sensitive cybersecurity environments.

Table I summarizes the characteristics of lightweight LLM
architectures considered during our evaluations, highlighting
DistilBERT’s trade-off between size and accuracy.

TABLE I
COMPARISON OF LIGHTWEIGHT LLM ARCHITECTURES

Model Parameters Memory (GB)  Accuracy (%)
DistilBERT 66M 0.6 91
TinyBERT 14M 0.2 88
MobileBERT 25M 0.4 89

VI. RESULTS AND DISCUSSION

This section presents the evaluation results of the proposed
federated fine-tuning framework and analyzes the key trade-
offs between model utility, privacy preservation, and security
robustness in cybersecurity applications.

A. Model Accuracy vs Privacy Budget

Figure 2 illustrates the variation of training and test accuracy
with different privacy budgets (¢) applied during federated
fine-tuning. As e decreases, indicating stronger differential
privacy, a moderate decline in model accuracy is observed.

For example, at € = 1.0, the test accuracy is approximately
88%, while it reaches around 94% at ¢ = 5.0. This behav-
ior confirms the inherent privacy-utility trade-off: enforcing

stronger privacy protection via lower e values introduces noise
that slightly degrades model performance. Nonetheless, the
results demonstrate that the proposed framework maintains
practical effectiveness even under strict privacy constraints.

Model Accuracy vs Privacy Budget (g)
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Fig. 2. Comparison of training and test accuracy across different privacy
budgets e. Lower € values provide stronger privacy but slightly lower accuracy.

B. Privacy Leakage and Attack Success

To evaluate the privacy robustness of the trained models, we
simulate membership inference attacks, wherein an adversary
attempts to infer whether a particular data sample was part of
the training set.

Figure 3 shows the attack success rate across varying
privacy budgets. The success rate significantly decreases with
lower € values, confirming that stronger differential privacy
effectively mitigates privacy leakage risks.

For instance, at ¢ = 5.0, the attack success rate is around
12%, whereas at ¢ = 1.0, it reduces to below 25%. The
shaded region in the figure indicates the variability (confidence
interval) across multiple attack simulations, highlighting the
stability of the protection.

C. Communication Overhead Analysis

The integration of differential privacy mechanisms intro-
duces a slight increase in the communication cost, as addi-
tional noise increases the size of model updates transmitted
by each client. Experimental measurements indicate that the
overall communication overhead remains within an acceptable
range (less than 10% increase) compared to standard federated
learning without privacy enhancements.

This moderate overhead is a reasonable trade-off consider-
ing the significant privacy and security benefits achieved.

D. Robustness Against Model Poisoning

To evaluate the resilience of the proposed framework against
adversarial attacks, we simulate model poisoning scenarios
where a subset of participating clients deliberately submit
malicious model updates. Figure 4 illustrates the degradation
of global model accuracy as the percentage of malicious clients



Attack Success Rate vs Privacy Budget (g)
30.0

Attack Success Rate
Confidence Interval
25.01
225}

20.0f

Attack Success Rate (%)

15.0r

12.5¢

10.01

10 15 20 25 30 35 40 45 50
Privacy Budget (¢)

Fig. 3. Membership inference attack success rate with confidence intervals
across varying privacy budgets e.

increases. Without any defense mechanisms, the model’s ac-
curacy sharply deteriorates, dropping from 94% (no attack) to
approximately 45% when 40% of clients are compromised.
In contrast, the proposed defense strategies—including
client-level differential privacy and anomaly detec-
tion—substantially mitigate the impact of poisoning attacks.
With these mechanisms in place, the model maintains an
accuracy above 75% even when 40% of clients are malicious,
demonstrating a significantly improved robustness.

Robustness Against Model Poisoning
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Fig. 4. Impact of malicious clients on model accuracy.

These results confirm that the integration of privacy-
preserving techniques and anomaly-based client validation not
only enhances data confidentiality but also strengthens the fed-
erated fine-tuning process against targeted adversarial threats,
ensuring reliable model performance in hostile environments.
To provide a consolidated view of the experimental findings,
Table II summarizes the key performance metrics achieved by
the proposed framework, including model accuracy, privacy
leakage resistance, communication overhead, and robustness
against adversarial clients.

TABLE II
SUMMARY OF EVALUATION RESULTS

Metric Observation
Test Accuracy (e = 3.0) 91%
Membership Inference Success Rate (¢ = 3.0) 18%
Communication Overhead Increase 10%

Accuracy Degradation (40% Poisoned Clients)  19% (with defense)

E. Summary of Results

The experimental evaluations comprehensively demonstrate
the effectiveness of the proposed privacy-preserving federated
fine-tuning framework. The results validate that:

o High model accuracy can be maintained under strict

differential privacy constraints.

o Privacy leakage risks are significantly mitigated, as con-
firmed by reduced membership inference attack success
rates.

o Communication overhead remains moderate and scalable
with an increasing number of clients.

o The framework exhibits strong robustness against model
poisoning attacks, preserving model performance even
under adversarial conditions.

These findings collectively highlight the practicality and
resilience of deploying federated fine-tuning solutions for
cybersecurity applications where data confidentiality, security,
and compliance are paramount.

VII. CONCLUSION AND FUTURE WORK

This paper presented a privacy-preserving federated fine-
tuning framework for Large Language Models (LLMs) applied
to cybersecurity datasets, enabling organizations to collab-
oratively improve Al models without sharing sensitive data
and mitigating risks associated with centralized aggregation.
By integrating differential privacy and anomaly detection, the
framework effectively balances model utility, privacy preser-
vation, and resilience against adversarial attacks. Experimen-
tal results validate its practicality, achieving 91% accuracy
under differential privacy, reducing privacy leakage (18%
attack success), and maintaining robustness under adversarial
conditions (75% accuracy with 40% poisoned clients) with
only a 10% communication overhead. However, limitations
include the privacy-utility trade-off and assumptions regarding
a semi-honest server and partial client trust. The proposed
framework offers a practical path for deploying trustworthy Al
in cybersecurity while respecting data confidentiality and com-
pliance needs. Future work will explore personalized federated
learning, edge deployment on devices like Jetson Nano and
Raspberry Pi for on-device feasibility, communication-efficient
aggregation, adversarial training, and practitioner feedback
studies to assess operational relevance in real-world cybersecu-
rity environments. Additionally, exploring lightweight quanti-
zation and pruning techniques will further enhance the deploy-
ability of LLMs in resource-constrained edge environments.
We also plan to evaluate cross-silo federated deployments with
multiple cybersecurity organizations to validate scalability and
collaboration potential.
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